

    
      
          
            
  
rocPyDecode documentation

The rocDecode Python Binding, rocPyDecode, is a tool that allows users to access rocDecode APIs in
both Python and C/C++ languages. It works by connecting Python and C/C++ libraries, enabling function
calling and data passing between the two languages. The rocpydecode.so library is a wrapper that facilitates
the use of rocDecode APIs that are written primarily in C/C++ language within Python.
See the rocDecode documentation for more information.

To learn more, see What is rocPyDecode?

The code is open and hosted at https://github.com/ROCm/rocPyDecode.







Install


	rocPyDecode installation














The documentation is structured as follows:







How to


	Using rocPyDecode














Reference


	rocPyDecode API


	rocPyDecode Structs


	Decode Class


	Demuxer CLass


















Tutorials


	rocPyDecode samples[#1]














To contribute to the documentation, refer to
Contributing to ROCm[#2].

You can find licensing information on the
Licensing[#3] page.




















Footnotes



[#1]
https://github.com/ROCm/rocPyDecode/tree/develop/samples



[#2]
https://rocm.docs.amd.com/en/latest/contribute/contributing.html



[#3]
https://rocm.docs.amd.com/en/latest/about/license.html





            

          

      

      

    

  

    
      
          
            
  
What is rocPyDecode?

AMD GPUs contain one or more media engines (VCNs) that provide fully accelerated, hardware-based
video decoding. Hardware decoders consume lower power than CPU-based decoders. Dedicated
hardware decoders offload decoding tasks from the CPU, boosting overall decoding throughput. With
proper power management, decoding on hardware decoders can lower the overall system power
consumption and improve decoding performance.

Using the rocPyDecode Python API, you can decode compressed video streams while keeping the resulting YUV
frames in video memory. With decoded frames in video memory, user can run video post-processing
using ROCm HIP, thereby avoiding unnecessary data copies via PCIe bus. You can post-process video
frames using scaling or color conversion and augmentation kernels (on a GPU or host) in a format for
GPU/CPU-accelerated inferencing and training.

rocPyDecode python library uses the rocDecode C++ SDK library[#1] in the backend to do
single or multiple instance video decoding based on the number of available VCNs in AMD GPU device.
In addition, rocPyDecode can seemlessly interop with other machine learning frameworks like PyTorch
to facilitate machine learning application on decoded surfaces. It also allows to use FFMpeg
demultiplexer to seek and demux packetized media file.

rocDecode Python Binding, rocPyDecode, is a tool that allows users to access
rocDecode APIs in Python. It is currently distributed as python wheel packages which can simply be installed using pip.
It works by connecting Python and C/C++ libraries, enabling function calling and data passing between the two languages.
The rocpydecode.so library is a wrapper that facilitates the use of rocDecode APIs that are
written primarily in C/C++ language within Python.


Footnotes



[#1]
https://github.com/ROCm/rocDecode





            

          

      

      

    

  

    
      
          
            
  
Installation

rocDecode Python Binding, rocPyDecode, is a tool that allows users to access
rocDecode APIs in both Python and C/C++ languages. It works by connecting
Python and C/C++ libraries, enabling function calling and data passing between the two languages.
The rocpydecode.so library is a wrapper that facilitates the use of rocDecode APIs that are
written primarily in C/C++ language within Python.


Supported codecs



	H.265 (HEVC) - 8 bit, and 10 bit


	H.264 (H264) - 8 bit









Prerequisites


	Linux distribution


	Ubuntu: 22.04 and later






	ROCm-supported hardware[#1]
(gfx908 or higher is required)


	Install ROCm 6.2.0 or later with
amdgpu-install[#2]


	Run: --usecase=rocm






	CMake 3.5 or later

sudo apt install cmake







	Python3 and Python3 PIP

sudo apt install python3-dev python3-pip







	PyBind11

sudo apt install pybind11-dev







	rocDecode


	To install rocDecode with minimum requirements, follow the rocDecode QuickStart Guide




sudo apt install rocdecode-dev







	pkg-config[#3]

sudo apt install pkg-config







	FFmpeg[#4] runtime and headers - for tests and samples

sudo apt install ffmpeg libavcodec-dev libavformat-dev libavutil-dev







	DLPack

sudo apt install libdlpack-dev










Note


	All package installs are shown with the apt package manager. Use the appropriate package manager for your operating system.


	On Ubuntu 22.04 - Additional package required: libstdc++-12-dev




sudo apt install libstdc++-12-dev








Prerequisites setup script

For your convenience, a setup script has been provided which installs all required dependencies, rocPyDecode-requirements.py. Run this script only once.

python3 rocPyDecode-requirements.py








Installation instructions

To build rocPyDecode from source, run:

If using bare metal, sudo access is needed.

git clone https://github.com/ROCm/rocPyDecode.git
cd rocPyDecode
sudo pip3 install .





If using a docker environment or any system with root access. Do NOT use sudo.

git clone https://github.com/ROCm/rocPyDecode.git
cd rocPyDecode
python rocPyDecode-docker-install.py





Run tests (this requires FFmpeg dev install):

Dependencies:

python3 -m pip install --upgrade pip
python3 -m pip install -i https://test.pypi.org/simple hip-python





Run test:

cd rocPyDecode
cmake .
ctest -VV





To run tests with verbose option, use make test ARGS="-VV".



Hardware capabilities

The following table shows the codec support and capabilities of the VCN for each supported GPU
architecture.



	GPU Architecture

	VCN Generation

	Number of VCNs

	H.265/HEVC

	Max width, Max height - H.265

	H.264/AVC

	Max width, Max height - H.264





	gfx908 - MI1xx

	VCN 2.5.0

	2

	Yes

	4096, 2176

	Yes

	4096, 2160



	gfx90a - MI2xx

	VCN 2.6.0

	2

	Yes

	4096, 2176

	Yes

	4096, 2160



	gfx940, gfx942 - MI3xx

	VCN 3.0

	3

	Yes

	7680, 4320

	Yes

	4096, 2176



	gfx941 - MI3xx

	VCN 3.0

	4

	Yes

	7680, 4320

	Yes

	4096, 2176



	gfx1030, gfx1031, gfx1032 - Navi2x

	VCN 3.x

	2

	Yes

	7680, 4320

	Yes

	4096, 2176



	gfx1100, gfx1102 - Navi3x

	VCN 4.0

	2

	Yes

	7680, 4320

	Yes

	4096, 2176



	gfx1101 - Navi3x

	VCN 4.0

	1

	Yes

	7680, 4320

	Yes

	4096, 2176








Footnotes



[#1]
https://rocm.docs.amd.com/projects/install-on-linux/en/latest/reference/system-requirements.html



[#2]
https://rocm.docs.amd.com/projects/install-on-linux/en/latest/how-to/amdgpu-install.html



[#3]
https://en.wikipedia.org/wiki/Pkg-config



[#4]
https://ffmpeg.org/about.html





            

          

      

      

    

  

    
      
          
            
  
Using rocPyDecode

RocPyDecode is a python library module which allows python decoding functionality using rocDecode C++ SDK library[#1] backend.


1. API overview

All rocPyDecode APIs are exposed using the header files decoder.py and demuxer.py. You can find
these files in the pyRocVideoDecode folder in the rocPyDecode github repository[#2].

For detailed explanation of rocDecode API, please refer to rocDecode documentation[#3].
The samples uses the pyRocVideoDecode python module to interface with the low level rocVideoDecode class available in the C++ rocDecode library.

The pyRocVideoDecode module exposes the following APIs through two python classes PyRocVideoDecoder and PyVideoDemuxer.


	class PyRocVideoDecoder (Video decoder class)
	
	GetDeviceinfo(self) -> API to get device information of the current device


	SetReconfigParams(self) -> API to reconfigure decoder when thre is codec/resolution changes


	DecodeFrame(self) -> API to trigger decoding of a frame through the low level decoder


	GetFrame(self) -> API to receive a decoded output frame in video memory


	SaveFrameToFile(self) -> API to bring back the decoded output frame to host and save it to a file


	ReleaseFrame(self) -> API to release the decoded frame after use


	GetOutputSurfaceInfo(self) -> API to get the output surface information like resolution, bit_depth and color_format of the decoded frame


	GetNumOfFlushedFrames(self) -> API to get the number of flushed frames during reconfigure






	class PyVideoDemuxer (python demuxer class)
	
	GetCodecId(self) -> API to get the Codec_id of the current stream from the demuxer


	DemuxFrame(self) -> API to demultiplex a frame using FFMPEG API








The workflow of rocPyDecode is exactly similar to the rocDecode C++ library. Please refer to rocDecode documentation for further details.



2. Create a decoder instance using rocPyDecode

PyRocVideoDecoder() python module creates an instance of video decoder underneath and exposes C++ APIs to python using pybind.
PyRocVideoDecoder() in turn creates an instance of RocVideoDecoder() class and returns a handle upon successful creation.



3. Decoding video frames using PyRocVideoDecoder()

After de-multiplexing and parsing, the user can decode bitstream data containing a frame/field in hardware.

Use the DecodeFrame() API to submit a new frame for hardware decoding. Underneath the
driver, the Video Acceleration API (VA-API) is used to submit compressed picture data to the driver.
The parser extracts all the necessary information from the bitstream and fills the RocdecPicParams
structure that’s appropriate for the codec. The high-level RocVideoDecoder class connects the parser
and decoder used for all sample applications.

The DecodeFrame() function will call the C++ rocDecDecodeFrame() api which takes the decoder handle and the pointer to
the RocdecPicParams structure and initiates the video decoding using VA-API.



4. Using the decoded frame for further processing

The decoded frames can be used for further postprocessing using GetFrame() API. The
successful completion of GetFrame() indicates that the decoding process is complete and
the device memory pointer is inter-opped into the ROCm HIP address space in order to further process
the decoded frame in device memory. The caller gets the necessary information of the output surface,
such as YUV format, dimensions, and pitch by calling the GetOutputSurfaceInfo() api call.
In the high-level RocVideoDecoder class, we provide four different surface_type modes for the mapped surface, as specified in
OutputSurfaceMemoryType. Please refer to rocDecode documentation for further details on these modes.

typedef enum OutputSurfaceMemoryType_enum {
    OUT_SURFACE_MEM_DEV_INTERNAL = 0,      /**<  Internal interopped decoded surface memory **/
    OUT_SURFACE_MEM_DEV_COPIED = 1,        /**<  decoded output will be copied to a separate device memory **/
    OUT_SURFACE_MEM_HOST_COPIED = 2        /**<  decoded output will be copied to a separate host memory **/
    OUT_SURFACE_MEM_NOT_MAPPED = 3         /**<  decoded output is not available (interop won't be used): useful for decode only performance app*/
} OutputSurfaceMemoryType;





If the mapped surface type is OUT_SURFACE_MEM_DEV_INTERNAL, the direct pointer to the decoded
surface is provided. You must call ReleaseFrame() (RocVideoDecoder class). If the requested surface
type is OUT_SURFACE_MEM_DEV_COPIED or OUT_SURFACE_MEM_HOST_COPIED, the internal
decoded frame is copied to another buffer, either in device memory or host memory. After that, it’s
immediately unmapped for re-use by the RocVideoDecoder class.

PyRocVideoDecoder() can pass the appropriate mem_type to rocVideoDecoder class on creation.

Refer to the PyRocVideoDecoder class and
samples[#4] for details on how to use
these APIs and various use-case examples



5.  Reconfiguring the decoder

SetReconfigParams() api is used to set reconfig parameters from Python to the low_level video decoder.

The C++ library uses rocDecReconfigureDecoder() to reuse a single decoder for multiple clips or when the
video resolution changes during the decode. The API currently supports resolution changes, resize
parameter changes, and target area parameter changes for the same codec without destroying an
ongoing decoder instance. This can improve performance and reduce overall latency.



6.  Destroying the decoder instance

The decoder resources will be destroyed when the Python class object is released.



Footnotes



[#1]
https://github.com/ROCm/rocDecode



[#2]
https://github.com/ROCm/rocPyDecode



[#3]
https://rocm.docs.amd.com/projects/rocDecode/en/latest/



[#4]
https://github.com/ROCm/rocPyDecode/tree/develop/samples





            

          

      

      

    

  

    
      
          
            
  
rocPyDecode Python API

The rocPyDecode API is a ROCm rocDecode Python/C++ Binding, a tool that lets you access rocDecode APIs in both Python and C/C++ languages. It works by connecting Python and C/C++ libraries, enabling function calling and data passing between the two languages. The rocpydecode library is a wrapper API that uses the rocDecode C/C++ language APIs within a Python wrapper.

[image: ../_images/rocPyDecodeArch.png]
The rocPyDecode API main classes are a decoder class and a demuxer class. All rocPyDecode APIs are exposed using the API files decoder.py and demuxer.py. You can find these files in the pyRocVideoDecode[#1] folder in the rocPyDecode github repository. The demuxer.py class is a python class that binds to the C++ class PyVideoDemuxer, and the decoder.py class binds to the C++ PyRocVideoDecoder class. The class names are differentiated to help distinguish between the Python and C++ classes.


The decoder class

The decoder class contains member API functions used to decode video frames.


	Decoder Class






The demuxer class

The demuxer class contains API functions used to demux input video frames before decoding them.


	Demuxer Class






rocPyDecode Structures

The rocPyDecode generic structures described here are used in some decode or demuxer API calls to set, get or retrieve related elements.


	Structures






API Functions and Features


	Parser Support:
Yes


	Feature:
Decoding


	Codec:
H.264, HEVC - 8/10 bit


	Format Conversion:
GPU color space & pixel format conversions


	Exporting GPU MEM:
Yes (no copies between host & device)


	OS:
Linux


	Scaling Support:
Yes using HIP kernels


	Resolution:
4K for H.264, 8K for HEVC






rocPyDecode API Usage Examples

Examples of how to use the rocPyDecode API classes and functions can be found at rocPyDecode/samples[#2].






Footnotes



[#1]
https://github.com/ROCm/rocPyDecode/blob/develop/pyRocVideoDecode



[#2]
https://github.com/ROCm/rocPyDecode/tree/develop/samples





            

          

      

      

    

  

    
      
          
            
  
rocPyDecode structures

The following are the structures that are used in API calls:


	Packet


	ConfigInfo


	Dim


	Rect





Packet structure

The packet structure contains information related to the demuxed frames from the original input video. The packet is passed to the decoder APIs for further processing, which uses and updates the information in the same structure.


	end_of_stream: Boolean flag, indicates demuxing reach end of stream when ‘True’


	pkt_flags: Integer value indicate the status of the packet


	frame_pts: The time stamp of the current frame


	frame_size: The current packet size


	frame_adrs: The current YUV frame address in memory


	frame_adrs_rgb: The current RGB frame address in memory, valid only when RGB conversion used


	frame_adrs_resized: The current resized frame address in memory, valid only when frame is resized





Example:

packet = demuxer.DemuxFrame()
n_frame_returned = viddec.DecodeFrame(packet)
viddec.UpdateMd5ForFrame(packet.frame_adrs, surface_info)








ConfigInfo structure

The ConfigInfo structure members are used to describe the current GPU device-related information to be obtained by the rocPyDecode APIs.


	device_name: String Contains the device name


	gcn_arch_name: String Contains the GPU architecture name


	pci_bus_id: Integer value contains the PCIE bus ID


	pci_domain_id: Integer value contains the PCIE domain ID


	pci_device_id: Integer value contains the PCIE device ID





Example:

# Get GPU device information
cfg = viddec.GetGpuInfo()

#  print GPU info out
print("GPU device " + str(device_id) + " \- " + cfg.device_name + "[" + cfg.gcn_arch_name + "] on PCI bus " + str(cfg.pci_bus_id) + ":" + str(cfg.pci_domain_id) + "." + str(cfg.pci_device_id))








Dim structure

The Dim structure allows specifying the dimensions of a video frame to be used in frame scaling via the rocPyDecode APIs.


	width: Integer value contains the width


	height: Integer value contains the height





Example:

import rocPyDecode as rocpydec

frame_is_resized = False
resize_dim = rocpydec.Dim()
resize_dim.width = 200
resize_dim.height = 200
surface_info = viddec.GetOutputSurfaceInfo()

if(viddec.ResizeFrame(packet, resize_dim, surface_info) != 0):

        frame_is_resized = True








Rect structure

The Rect structure provides the top-left and bottom-right coordinates of the area of interest to be passed to the rocPyDecode APIs.


	left: Integer value contains the left column of a rectangle


	top: Integer value contains the top row of a rectangle


	right: Integer value contains the right column of a rectangle


	bottom: Integer value contains the bottom row of a rectangle





Example:

import rocPyDecode as rocpydec

p_crop_rect = rocpydec.Rect()
p_crop_rect.left = 100
p_crop_rect.top = 100
p_crop_rect.right = 300
p_crop_rect.bottom = 300








Footnotes



            

          

      

      

    

  

    
      
          
            
  
Decoder Class


Instantiation

To instantiate a decoder instance, pass the following parameters:


	device_id:        The GPU device ID, default is 0


	mem_type:         The mem type of output surface - 0: Internal 1: dev_copied 2: host_copied, default is 1


	codec:        The codec ID obtained by GetRocDecCodecID API


	b_force_zero_latency:     Force zero latency flag, default is ‘False’


	crop_rect:    See Structures Classess, optional, default: ‘None’, no cropping


	max_width:    Max width, default is 0


	max_height:   Max height, default is 0


	clk_rate:     Clock rate, default is 1000





Example:

# create decoder instance
viddec = dec.decoder(device_id, mem_type, codec_id, b_force_zero_latency, crop_rect, 0, 0, 1000)








Member functions

The following are the member functions of the Decode class.


DecodeFrame(packet)

Decodes video frames described by the input Packet structure obtained from demux functions. Returns the count of decoded frames.



GetFrame(packet)

Obtains a pointer to the current decoded frame in the input packet. Returns the current frame time stamp, the frame pointer, and the time stamp saved in the packet.


Example:

# decoding loop
while True:
        packet = demuxer.DemuxFrame()

        n_frame_returned = viddec.DecodeFrame(packet)

        for i in range(n_frame_returned):
                viddec.GetFrame(packet)

        # TO DO: process the frame or save it, etc.
        # ...

        # release frame
        viddec.ReleaseFrame(packet)

        if (packet.frame_size <= 0):  # EOF: no more to decode
                break








GetFrameRgb(packet, rgb_format)

Obtains a pointer to the current decoded frame in the input packet, and converts that YUV frame to ‘Tensor’ in RGB format. Returns the current frame time stamp, the frame pointer, and the time stamp saved in the packet.


	packet: The demuxed packet contains the demuxed frames information, and the desired rgb format


	rgb_format: 1 for bgr, 3 for rgb






GetFrameSize()

Returns the size of the current decoded frame in bytes.



GetGpuInfo()

Returns the ConfigInfo structure for the current GPU device


Example:

# Get GPU device information
cfg = viddec.GetGpuInfo()

# print GPU info out
print("GPU device " + str(device_id) + " \- " + cfg.device_name + "[" + cfg.gcn_arch_name + "] on PCI bus " + str(cfg.pci_bus_id) + ":" + str(cfg.pci_domain_id) + "." + str(cfg.pci_device_id))








GetHeight()

Returns the height of the current decoded frame.



GetOutputSurfaceInfo()

Returns the current decoded frame’s surface information structure pointer.



GetResizedOutputSurfaceInfo()

Returns the current decoded and resized frame’s surface information structure pointer.



GetStride()

Returns the stride of the current decoded frame.



GetWidth()

Returns the width of the current decoded frame.



ResizeFrame(packet, resize_dim, surface_info)

Resizes the decode frame pointed to by the passed packet, see: Structures Classess, to the new dimension in resize_dim, to the new dimension using the passed surface info.


	packet: The demuxed packet contains the demuxed frames information, and the desired rgb format


	resize_dim:  The new dimension, width and height


	surface_info: The current surface info obtained by GetOutputSurfaceInfo API





Example:

# resize frame to new dimension
resize__dim = [1024, 720]

surface__info = viddec.GetOutputSurfaceInfo()

frame_is_resized = False

if(viddec.ResizeFrame(packet, resize_dim, surface_info) != 0):
        frame_is_resized = True








SaveFrameToFile(output_file_path, frame_adrs, surface_info)

Saves all the decoded frames to a disk file in YUV format.


	output_file_path: The full path disk file name to save the YUV frames


	frame_adrs: The current frame pointer, obtained from the used packet


	surface_info: The current decode frame surface information structure pointer






SaveTensorToFile(output_file_path, frame_adrs, width, height, rgb_format, surface_info)

Saves all the decoded frames after being converted to a Tensor to a disk file in RGB format.


	output_file_path: The full path disk file name to save the YUV frames


	frame_adrs: The current frame/tensor pointer, obtained from the used packet


	width: The width of the current Tensor


	height: The height of the current Tensor


	rgb_format: 1 for bgr, 3 for rgb


	surface_info: The current decode frame surface information structure pointer






ReleaseFrame(packet)

Release the GPU memory of the current decoded frame.



GetNumOfFlushedFrames()

Returns the count of the flushed frames.


Example:

# beyond the decoding loop
n_frame += viddec.GetNumOfFlushedFrames()








InitMd5()

Initialize the process to obtain the MD5 of the decoded frames.


Example:

# init MD5
viddec.InitMd5()








UpdateMd5ForFrame(frame_adrs, surface_info)

Update the MD5 calculation with the current decoded frame.


	frame_adrs: The current frame/tensor pointer, obtained from the used packet


	surface_info: The current decode frame surface information structure pointer





Example:

# update MD5 with current decoded frame
surface_info = viddec.GetOutputSurfaceInfo()
viddec.UpdateMd5ForFrame(packet.frame_adrs, surface_info)








FinalizeMd5()

Ends the MD5 process and returns the digest 16 character.


Example:

# finalize and print MD5 check
digest = viddec.FinalizeMd5()

print("MD5 message digest: ", end=" ")
str_digest = ""
for i in range(16):
        str_digest = str_digest + str(format('%02x' % int(digest[i])))

print(str_digest)








SetReconfigParams(flush_mode, out_file_name)

Specify the flush mode and the output file name to use in multi resolution video support.


	flush_mode:



	0: Just flush to get the frame count


	1: The remaining frames will be dumped to file in this mode


	2: Calculate the MD5 of the flushed frames









	out_file_name: The full path disk file name to save the YUV frames





Example:

# set reconfiguration params based on user arguments
flush_mode = 0

if (output_file_path is not None):
        flush_mode = 1
elif b_generate_md5:
        flush_mode = 2

viddec.SetReconfigParams(flush_mode, output_file_path if (output_file_path is not None) else str(""))









Footnotes



            

          

      

      

    

  

    
      
          
            
  
Demuxer Class


Instantiation

To instantiate a demuxer instance, pass the video file name and path as the input parameter.


Example:

# demuxer instance
demuxer = dmx.demuxer(input_file_path)








Member functions

The following are the member functions of the demuxer class.

Demux the input video file and returns a Packet structure for use in decoding the demuxed frames.


Example:

while True:
        packet = demuxer.DemuxFrame()
        n_frame_returned = viddec.DecodeFrame(packet)

        for i in range(n_frame_returned):
                viddec.GetFrame(packet)

                # save frames
                surface_info = viddec.GetOutputSurfaceInfo()
                viddec.SaveFrameToFile(output_file_path, packet.frame_adrs, surface_info)

                # release frame
                viddec.ReleaseFrame(packet)
                if (packet.frame_size <= 0):  # EOF: no more to decode
                        break






GetCodecId()

Returns the demux codec ID to be used in later decoder functions.




Example:

# demuxer instance
demuxer = dmx.demuxer(input_file_path)

# get the used coded id
codec_id = dec.GetRocDecCodecID(demuxer.GetCodecId())
# decoder instance
viddec = dec.decoder(device_id, mem_type, codec_id, b_force_zero_latency, crop_rect, 0, 0, 1000)






SeekFrame(frame_number, seek_mode, seek_criteria)

Demux the input video file starting from the specified seek parameters. Returns a Packet structure for use in decoding the demuxed frames.

Input:
- frame_number:   Seek this number of frames
- seek_mode:      0 - Seek by exact frame number, 1 - Seek by previous key frame
- seek_criteria:  0 - Seek by frame number, 1 - Seek by time stamp




Example:

not_seeking = False

seek_frame = 100     # seek to the 100th frames
seek_mode = 0        # by exact frame number
seek_criteria = 0    # by frame number

# The decoding loop to start by seek
while True:
        start_time = datetime.datetime.now()
        if(not_seeking):
                packet = demuxer.DemuxFrame()
        else:
                packet = demuxer.SeekFrame(seek_frame, seek_mode, seek_criteria)
                not_seeking = True








Footnotes



            

          

      

      

    

  

    
      
          
            
  
License

MIT License

Copyright © 2024 AMD ROCm™ Software

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the “Software”), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED “AS IS”, WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.


Footnotes
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